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Abstract 
The name of our CISC 326 group is called OMG. The purpose of this group is to give 

ourselves an appreciation of software architecture in the context of a large software system. 
For this year, we are studying the 2004 science fiction survival horror first-person shooter 
Doom 3 video game. This game was developed by the American Video Game Company Id 
Software, and is available on the Microsoft Windows, Linux, Mac OS X, and Xbox. A more recent 
version, titled Doom 3 BFG Edition, was released in 2012 and featured enhanced graphics, 
better sound with more horror effects, a checkpoint save system, and support for 3D displays 
and HMDs. Support was also added for the new PlayStation 3 and Xbox 360 platforms. We will 
focus primarily on the original Doom 3 and create a detailed architecture report by the end of 
the course.  

For this Assignment 1 report, we have presented the conceptual architectural structure 
of Doom 3. For our derived (conceptual) architecture, we have determined that an Object 
Oriented Style is most suitable due to its data integrity nature and that OOS is designed for 
applications involving complex, dynamic data structures. Both of these two advantages address 
Doom 3’s apparent demand for Security and Stability. We found out that the Game Engine 
takes the majority of the workload in the architecture. The most important sub component of 
the Game Engine is the Game Data Component.  We determined that this critical component 
serves as the central library from where many sub component access data to support their 
respective operations (IE. Levels, Textures, Audio Clips etc.). Many other major components 
connect to the Game Engine like the User Interface, Networking System, and Hardware. We 
heavily based our derived architecture on many first-person shooter games reference 
architectures that we found online.  After determining the rough, general view of how our 
derived architecture would look like, we each analyzed a certain proposed component and 
determined if it would belong there, if it was a sub-component of a more general component, 



or if it did not belong there. We determined our architecture through these processes. Our 
resulting conceptual architecture was generally correct, as we did not have any significant 
issues when determining the sequence diagrams. Furthermore, our conceptual architecture 
concludes that Doom 3 is a highly dynamic game that requires a similarly dynamic and complex 
database to store and process the thousands of requests as the game is being played. In 
conclusion, we determined that Doom 3 is a highly complex and dynamic game, and that it 
takes significant amounts of analyzing and critiquing as a group to come up with a conceptual 
architecture for it.  
 

Introduction 
We will be taking a look into the architecture of Doom 3 and extracting a conceptual 

architecture from our findings. This report will cover a thorough explanation of the conceptual 
architecture and its sub-components. We will also provide Use-Case and Sequence Diagrams for the 
sake of demonstrating how our architecture would act in a real-world scenario.  

We began by gathering a large pool of resource websites that specifically talked about Doom 
3 architecture and linked to useful articles by programmers and developers that analyzed and posted 
their findings. We then searched for a feasible reference architecture that agreed with our research 
and was constructed with a clear architecture in mind. After the research phase we began to 
construct the outline of our Conceptual Architecture.  
Our initial Conceptual architecture was based on a layered system but through further reading and 
analysis of the reference architecture we realized that a Object Oriented architecture would better 
serve our purposes. With this realization we set up the sub-components and brainstormed how they 
should most efficiently connect to form a viable working architecture. 
After developing the general Conceptual architecture we began to break it up into its major 
components: Game Data, Game Engine, Hardware and Network. From this point we split into smaller 
teams to further understand what role these components played in Doom 3 and other similar AAA 
shooters.  
The Networking team discovered that the Doom 3 architecture was a very complex and intricate 
system that incorporated a Client-Server Architecture to host its Peer-Peer communications. They also 
incorporated various methods to boost Network gameplay such as using packet servers to reduce lag 
between players.  
The Game Engine Team developed a web of connections between the various components of the 
sub-system. Which mostly relied on the Command System to relay information from the other 
sub-systems.  
The Hardware and Game Data teams gathered information showed nothing surprising. Most AAA 
shoots use similar modes of storage and the hardware components were implemented as one would 
expect of a game system.  

We also discovered concurrency in the Doom 3 system a concept that was quite rare for the 
games of that generation. We touch briefly on this and explain what it is and how it was implemented.  

Development of Doom 3 
Developed over a 4 year period, Doom 3 used the id Tech 4 engine and was created as a 

remake of the original, but with better elements, graphics, sounds, as well as a compelling story. id 
Tech 4 engine was built under OpenGL, and its main advantages during that period in time were its 
above-average industry standard visuals and its cross platform support.  



Regarding division of tasks for developers, it was important that everyone understood the 
architecture of game. Where if there were someone working on one subsystem, they would be 
required to understand the dependencies, calls, and interactions with other subsystems in order to 
make sure that all components worked together collectively. Due to the game engine, developers 
were all given very diverse tasks due to the engine’s diverse tools and editors. This gave developers 
many different responsibilities, where responsibilities worked each one another and did not conflict 
with one another. 
 

Conceptual Architecture 
Final Conceptual Architecture Model 

 

Game Engine (Processing) 

Input Engine 
Description 

The purpose of the input engine is to receive all incoming data and transcribe it into code 
recognizable by the system.  

Dependencies 
Data flows directly from either the user or from the UI into the input engine.  This is where the 

system detects what type of action the user made, from either a mouse click, scrolling, key stroke, to 
any combination of the inputs.  All the input will be deciphered and sent as packets of information for 
the command system to handle. 

Command System 
Description 

The command system can be specialized into a game specific component in the sense that it 
recognizes data to be a certain action in the game.  The command system will hold all information 



about every action that can be made manually, apart from all automation already made in the game 
and make it able to be integrated into the system.  For example, the command system may involve, 
jumping, shooting, or even idle menu actions.  When looking at this at a human information 
processing perspective, in a broader sense, the command system would be equivalent to a translator 
to a game specific language. 

Dependencies 
Information is received from either the input engine, which is most information about user 

input, and from the network.  The system deciphers the information as game specific commands and 
hands them to the event handler to process the next actions made for the game.  The network will 
send third party information about online players and their next course of action for their models, or 
even idle commands from the menu, such as possibly pausing, entering, or leaving the game. 

Event Handler 
Description 

The event handler will determine what actions will be taken next and when.  If there was to 
be a metaphor for what the event handler is, it would be much like a conductor for small actions that 
occur within an iteration of the system.  When an action occurs, the event handler decides upon the 
most appropriate course of action the game will take depending on the game state.  Besides the game 
data component, this would be the second most important and most active component of the whole 
conceptual system. 

Dependencies 
The current game state is always updated and passed into the event handler.  This is the 

template that the event handler will use to determine what action it will have the rest of the system 
take.  When an input is received by the command system, the event handler uses the game state date 
to determine what actions will take place and what attributes will change.  If an NPC or any other 
third party AI is effected by the action of the user, the event handler will know from the current event 
state and the received command system data and change the AI behavior accordingly.  If there is a 
physical action that is taken place, the physics component will be effected accordingly. 

AI 
Description 

This is where the different behaviors of the AIs are kept.  The AI component will hold the 
behaviors of all the NPCs, enemies, and all other active entities that have any cognitive attributes, 
from simple animals to other talking human models.  The “behaviors” are not strictly closed on 
personality, but also the unique characteristic attributes that help decide whether the model, is light, 
heavy, etc.  Everything that makes an automated living entity to be special or unique will be kept in 
the AI component.  Depending on the game, the state of the AI thought process for a character may 
change. 

Dependencies 
In order to change behaviors depending on the game state, the AI will receive information 

from the event handler, and then will make the right changes accordingly.  Once the AI is updated 
upon the current state of the game and what actions are taken, the AI will return the new behaviors 
of the current state into the game state.  



Physics 
Description 

The physics component holds the processing of how something will essentially move or react 
depending on actions or environments.  It will mostly handle the mathematical component of the 
game as to the exact motion of things within the game as the game progresses. 

Dependencies 
The physics component will receive information from the event handler directly, mostly about 

player actions and how the player model will move or react according to the current game state.  The 
physics component will also receive data about the different AIs playing a role within the current 
game state and update their models as well as the player models.  Once the movement of everything 
is calculated for that specific instance of the game, the current game state is evaluated and sent back 
into the game data component. 

Sound Engine 
Description 

Every sound that the system makes, the sound engine will account for.  Whenever there is a 
gunshot, subtle movements, rattling of pipes, or even the sound of nothingness, the sound engine will 
account for. 

Dependencies 
The sound engine will only receive game data and send packets of information to the 

hardware component.  This is because the sound engine does not actually manipulate the game state 
in anyway.  The sound engine only translates the current game state and its active entities into sounds 
for the audio system from the hardware to output. 

Rendering Engine 
Description 

Lighting is a key component to what made Doom 3 the ground breaking game that it is.  The 
renderer controls all the visual components of the game that the player will see.  The rendering 
system updates the player upon the moment upon what is happening upon the current game state. 
Every tick, the renderer is run at a lightning fast speed which makes a nice flow of visuals, making 
motion possible. 

Dependencies 
The renderer receives information from the game data about the current game state and 

updates the visuals accordingly.  The renderer is the last step to all the processes taken within the 
game engine and the final process within the game engine system in our conceptual architecture.  It 
sends the information received from the game data, processes it, and sends it to the UI to be visually 
appealing for the user. 

Game Data (Storage) 
Game Data 
Description 

The game data component of the conceptual architecture is the information hive of all our 
processing and information processing.  This is the key component, the brain, of our whole conceptual 
diagram.  Game data can essentially be renamed to database or storage, which is in the most 
fundamental case, is what the game data does.  The game data holds information about all variants 
and invariants.  The variants involve any movement or changes in the game state, such as the health, 
the position of the enemies, and even the trajectory of bullets.  As regarding the invariants, they 



mostly include the world or environment, levels, enemy models, enemy sounds, and all other entities 
as they exist.  

Dependency 
In every iteration through the system or whenever an action has occurred, the different 

components interact with each other, on top of the game data to see the current game state of the 
system.  The most important flow of information occurs between the event handler and the game 
data components.  When an action occurs, the event handler calls the game data to update the 
current state of the game, then the event handler continues accordingly.  The game data receives 
data mostly from the different behaviors of various AIs in the game, the physics of how entities are to 
respond to actions, as well as data from the network.  The game data returns the current game state 
of the game and is updated when receiving data to create a new game state. 

Input/Output 

Hardware 
Description 

The hardware is the physical components that the user interacts with. It includes the monitor, 
speakers, keyboard, computer, and the mouse. The keyboard and mouse are how the user interacts 
with the game. They allow the user to enter input to the system through clicks and keyboard presses. 
The monitor and the speakers are the components that the system uses to relay info back to the user. 
The speakers display audio information, like the sounds of monsters when they are near, danger 
sounds when you are near death, as well as other sounds that exist to enhance the playing 
experience. This includes background music and gun sounds to make the game seem more immersive. 
The monitor is how the system relays visual info to the user. It shows where the player is in relation 
with the game world, important info in the UI, where the monsters are, and what their environment is 
like.  

Dependencies 
The hardware is dependent on the sound engine and the UI. The speakers depend on the 

sound engine to get the data on what sounds to play. The monitor depends on the UI to know what to 
display to the user. In turn, the UI and the input engine rely on the hardware. The input engine needs 
the data from the keyboards and the mouse to understand what input from the user is. The UI 
depends on the hardware because the user needs to see the info from the UI in order to know where 
to move the mouse in order to interact with it. 

UI 
Description 

The UI or the User Interface is the info that is displayed on the screen to inform the user about 
the current game state. This includes the life bar, the current weapon equipped, the amount of ammo 
left, and the map. All of these things inform the user about what their options are when playing the 
game. It also includes things like menus and options.  

Dependencies 
The UI depends on the hardware and the rendering system. The rendering system will tell the 

UI what it needs to display to the user and it has the animations for changes in the UI, such as life 
dropping or item switching. The hardware depends on the UI because the hardware, most specifically, 
the monitor needs to know what the UI says in order to display it to the user. The hardware and the 
input engine depend on the UI. The hardware is dependent on the UI because it’s how the user 
interacts with the UI. Users will need to move their mouse or press keys on the keyboard around the 
UI in order to select options on it. For example, to save the game state, you need to navigate the UI. 
The input engine is also dependent on the UI for the same reason. 



 

Networking 
We will be taking a look at the networking features of Doom 3 and Doom 3 BFG edition. This 

analysis will look into the packet based protocol (also known as Packet Switching) as a form of digital 
network communication used to manage Doom 3’s online multiplayer, the involvement of the client 
server architecture and how it functioned along with the peer-to-peer network model to provide a 
truly unique (for its time) online gameplay experience. We will talk thoroughly about the architecture 
of the network of Doom 3 because it is a system on it’s on and plays a huge role in the identity and 
legacy of the game 

The network architecture was designed similarly to that of Quake 3 Arena. It is based on the 
client-server model. The server writes snapshots of the game state and sends these to the client. This 
is known as the packet based protocol where the snapshot or packet contains the compressed state 
of all entities in the current visible range of the player (PVS: Potentially Visible Set). The system used 
prediction of the player’s movements and of all entities in the PVS of the client to improve 
responsiveness to the environment as well as make environmental change smooth. Sometimes the 
server is not provided with enough information from the client to proceed. In these cases the server 
progresses the game without waiting for player input. It duplicates old player input if no new 
information has arrived in time to process the next game frame. In the client server architecture the 
client is often timed ahead of the server, just far enough ahead that the input from the player can be 
processed immediately at the client and sent over to the server. This happens before the server needs 
to process said information and game progression advances smoothly. A big deal for most online 
games is fluctuating ping and how they affect the network. The system is set so that client accounts 
for fluctuations in ping. The client is set to run far enough ahead that even if fluctuations do occur the 
data will still arrive in time to be processed by the server. This is why we only see lag occurring when 
ping fluctuates by large amounts. Everything about the Doom 3 networking system is deterministic 
except for the player input and even most of the players input is predictable to a degree. A huge asset 
here is the frame rate, Doom 3 runs at 60 fps and since players cannot physically provide 60 
commands every second it is safe to assume that the game will flow in a general direction and using 
the same input for several game frames is feasible option. To summarize, Doom 3 uses a client server 
architecture which relies heavily on general prediction of the state of the clients PVS. This works well 
because the same game code and algorithms are used at both the server and client to advance game 
states.  

Now that we’ve covered how the Client-Server architecture works and how the network plays 
a role in prediction let us take a closer look at the procedures through which the client communicates 
with the server. More specifically we will be looking at the snapshots, what they are and what kinds of 
information they can carry. Doom 3 uses the User Datagram Protocol (UDP) to send messages over a 
network. Due to the fact that most shooters (and Doom is no exception) are fast-paced a more 
reliable protocol is not required. The server is constantly involved in sending entity states over the 
network and there is no point in ensuring that they arrive because regardless of arrival resending a 
state would make outdated in such a fast-paced environment. Using UDP messages can arrive out of 
order and even duplicated or not at all. However, the messages that do arrive are never corrupted. To 
deal with the before mentioned problems the architecture implements layers on top of the UDP 
system.  

Directly above the UDP layer is the message channel. The message channel implements a 
connection from a client to the server (or vice versa) and provides a route for sending both reliable 
messages and unreliable messages. Do to the way the channel is set up the messages are guaranteed 
to arrive in-order and without duplicates and because of the UDP the messages content remains 



uncorrupted. As a trade-off unreliable messages may be dropped in certain cases. Unreliable 
messages contain data like snapshots and player input. While reliable messages are used specifically 
for certain acknowledgements and small critical updates and so it is necessary for them to arrive and 
be processed before any unreliable messages. The resulting network system produces a continuous 
stream of unreliable messages. Due to this continuous stream of unreliable messages the reliable 
messages simply tag along on the traffic. The message channel continuously sends reliable messages 
with the unreliable messages until reliable message has been acknowledged by the receiving end. This 
guarantees that a reliable message arrives and more importantly that it arrives before the next 
unreliable message. The message channel layer is “rate controlled” and can notify higher layers when 
the network connection is occupied and additional information would exceed the current available 
bandwidth. Another job the messages channel has is to break up large messages into packets but only 
if they would cause fragmentation. The final job of the message channel layer is to compress the data 
coming through to effectively cut down the amount of info being transferred through the UDP layer. 
We can now take a look at the next layer above the message channel, the Bit message layer. This will 
be the last layer we look at as the layers above this vary depending on the type of information being 
communicated and are not necessary to understanding how the overall network system 
communicates. 

The Bit message layer is involved with the compression of incoming messages so they are at 
an acceptable size for transfer through the message channel and UDP. As previously mentioned the 
connection is set up one way. So as the message is compressed and edited to be sent over the 
network it must also be decompressed and read on the other end. The bit message layer is heavily 
involved in the decompression of the layers but layers above this are responsible for reading and 
interpreting the message. Let us take a look at how the compression occurs in the network system of 
Doom 3. The bit message layer is made up of two layers. The first is responsible for bit packing a form 
of compression where unneeded bits are removed from variables before they are sent over the 
network. The second more intensive layer involves Delta Compression. In games as big as Doom 3 
there are many entities with many interacting variables so bit packing alone is not enough to 
compress the information. Delta compression focuses on taking only the variables that need to be 

changed in that transmission and the rest of 
the state variables are simply instructed to 
remain as they are. Delta compression can 
also be used to compress variables relative 
to previous values. In this way only 
necessary information is transferred with 
each packet/snapshot and the load on the 
system is greatly reduced. In fact entities 
that do not change are not written to 
consecutive snapshots at all except when 
confirmation is needed by the client on 
which entities are present in the PVS. These 
are the major layers of the network system 
and how the client server architecture was 
implemented in the Doom 3 Online 
multiplayer modes.  

Below is diagram of how the layers of 
the network are arranged. It quite clearly 
outlines the layers of the network system 
which were used in conjunction with the 



Client-Server Architecture to connect the player to the game servers. 

About Conceptual Architecture 
Derivation Process 

The derivation process for our conceptual architecture can be simply described as “iterative”. 
In order to make our conceptual architecture as accurate as possible, we decided that we had to 
generalize as much as possible to veer from any wrong when making dependencies.  We first initiated 
our brainstorming process by reading the game engine handout given in class.  From there, we looked 
at each grouping, main components, sub components, and merged elements wherever possible.  The 
result was a list of game engine components that were scrambled and unorganized at the moment.  In 
order to reach a finalized diagram with a complete set of dependencies, we researched and found 
several first-person shooter generic architectures that were key components for running a simple 
gaming engine.  Using the components we already had laid before us and the basic reference 
architectures found throughout our research stage, we began an ideation stage where we pieced 
together a makeshift, first draft conceptual architecture.  However, our conceptual architecture at the 
moment was not completely integrated with the believed Doom 3 architecture at this point.  This 
initialized a new research stage of finding key components that would make our conceptual 
architecture come to life.  Searching through from several source codes, fan-based informational 
websites, and to the official Doom website, we salvaged several more components that could possibly 
be implemented into our conceptual architecture.  At this stage, we began combining, integrating, 
and reasoning dependencies for each new found component.  Every time a change was made, the 
group would take turns with opinions, suggestions, and any input that would have helped finalize a 
concept that everyone agreed on.  For every change, the group kept in mind several rules that helped 
keep the integrity of our architecture shooter based, but also having specialized elements of Doom 3. 
One key fact that everyone came to agree upon was that the revised conceptual architecture would 
have to have the component identities addressed by the handout, and the structural integrity as 
shown by the generic shooter based game architecture, with exceptions if needed.  The making of the 
conceptual architecture for this team was done from the beginning of the assignment, to the 
presentation date via active online group chatting and scheduled meetings at least every once a week. 
When finalizing the conceptual architecture, we manipulated the organization of the architecture in 
several ways in order to find a clear cut resemblance to any architectural style that was evident.  We 
decided to group the components depending on whether the component did any processing, storage, 
and hardware.  After further research, we also added a networking component as it was a major 
element that defined Doom 3 on top of our already existing conceptual.  Though the component 
layout took elements of a layered architecture, and even a bit of repository architectures, the 
architecture most resembled an object-oriented architecture.  The style was finalized after evaluating 
our architecture with advantages and disadvantages of other architectural styles. 

Architectural Style 
Based upon several iterations of changes throughout our conceptual architectural 

development the final product of multiple revisions lead us to believe that the Doom 3 architecture 
most resembled an object-oriented architecture.   Especially when regarding the development 
process of the Doom 3 and the division of work among developers, object-oriented seemed the most 
fitting.    During the actual development of Doom 3, the development team split the work tasks 
corresponding to the game engine components (refer to “Development of Doom 3”).  Beyond the 
actual development of the game, we could also deduct from the sources and tools that we already 
have to further prove that object-oriented architectures are optimal for at least shooter based games 
in general.  The object-oriented style relies on creating separate “classes” or “objects” upon which 



they hold traits/characteristics unique to their own.  In our conceptual architecture, we generalized 
our components by grouping them into four main components (processing, storage, hardware, and 
networking) and merging sub components that more or less did the same job.  By this process alone, 
we were able to devise a conceptual system that had components unique to its own because of our 
conceptual development process.  Thus, when developing in the object-oriented styled architecture, it 
is obvious by eye how each component can be a special class of its own.  Especially since the 
development was started from Quake 3 as an architectural template, if the Quake 3 architecture was 
as we imagined to be, the object-oriented approach would seem more fitting. 

Evolution of Architecture 
The evolution of a system is key to any modern system, especially as it is in the philosophy for 

the id Software development team.  The system was devised from the Quake 3 game engine as a 
general template and development sprang from there.  Judging by the history of the Doom 3 
development process, it is evident that the architecture must have been able to evolve from one 
stage to another.  With the object-oriented style that we suggested with our conceptual architecture, 
each component can be replaced/modified as if it were an object, just as long as the integrity of the 
components identity is kept.  Though with all these dependencies, it is difficult to add another 
component as it would mean that each object that is part of the flow of information and data would 
have to be modified accordingly.  However, as established earlier, the conceptual architecture that we 
believed in had to be generalized in order for a system to evolve.  Simplifying a component to negate 
processing complexity made it easier to realize that an additional function does not have to be a new 
component, but rather a modification of an already existing component.  Again, we cycle back to the 
principles of Doom 3 and how it was able to emerge from the already existing Quake 3 game engine.  

Interactions 
Sequence Diagram for Saving a Game 

 
 

In this diagram, we show how each component of our architecture interact with each other in 
order to save. We have decided that only 6 components would be necessary for doing this, the 
Hardware, UI, Input Engine, Command System, Event Handler, Game Data, Renderer, and Audio 
System. The first part of the saving system is the Hardware. This contains the physical components 



that the user would interact with, specifically the mouse and keyboard. In order to save the game, you 
would need to press the quick-save button on the keyboard, which is usually mapped to the f5 button 
on pc systems. Alternately, you could use the keyboard and mouse to move through the menu to find 
the save option. This path would go through the UI, the second component of the save system. Since 
the UI includes information to be relayed to the user, it would naturally include menus. So you would 
use the hardware to navigate the UI and click on the save button to continue. In either case, your 
inputs would need to be recognized. This is where the Input Engine is involved. The input engine is 
what recognizes which keyboard keys are pressed and where the mouse cursor is pressed. The 
command system takes that data from the input engine and puts it into a queue to be executed. The 
event handler is the component that takes commands out of that queue and executes them. It would 
need to go find the current game state in order to save the game though. To do this, it interacts with 
the game data. This is where we house the status of each entity. It includes their locations, their 
health pool, and their inventory, in this case weapons and ammo. The game data sends a snapshot of 
the game state back to the event handler so that it can save the game. At this point the game is saved, 
but in order to seem a bit more appealing, we finish this sequence by having the rendering system 
bring up a nice little screen save image and the audio system play some kind of jingle. With those 
done, we return back to the hardware where the events are displayed. The game saved message is 
put on the monitor, the jingle is played through the speakers, and the game save sequence is over. 
From here the player can begin adding new inputs to the input engine to continue their game. 
 

Sequence Diagram for Shooting a Monster 

 
Here we have the sequence diagram for how our game handles shooting a monster. This 

system uses every component in our architecture aside from the networking system, as that is only 
used for multiplayer purposes. It starts similarly to the save game diagram, with hardware going to 



the input engine, the command system and finally the event handler. In these steps, the system does 
largely the same things it does for the save game sequence. It recognizes the player’s inputs, puts it in 
the queue and executes it. In this case, the input is to shoot. In this scenario, we assume that the 
player hits the monster. We then have the physics component decide how the action of shooting the 
monster affects it. In this case, the physics engine primarily deals with whether the monster gets 
knocked back, falls over, or in any way recoils from being hit. This data is sent to the game data which 
is updated on the monster’s health and position. The monster entity then needs to reacts to being 
shot. This is done by returning to the event handler which then consults the AI. The AI determines the 
artificial intelligence of the monster. It’s which decides what the monster and all other NPC’s should 
do in certain situations. It may tell the monster to shoot back, to run away, to get cover. It may tell 
other monster to be alerted to your presence and react to that. In all cases, the AI needs to inform the 
game data about the actions of the monsters, since they will likely be changing locations, or shooting. 
The game data is updated on the new information and sends this to the renderer. This system 
retrieves the animations of all the actions involved and outputs it to the UI. Finally, with all of those 
steps out of the way, the process returns to the hardware, where the animations play, the positions 
change, and the monster’s start doing whatever the AI told them to do. From here, the player is free 
to continue inputting new commands for the process to keep going.  

Concurrency 
Our derived architecture has some examples of concurrency, where the architectural 

components must interact with each other and execute simultaneously in order to produce an 
acceptable output. In order for Doom 3 to establish the user experience and define its projected 
emotional impact (Feeling), extensive external outputs are needed. This involves many hardware 
systems and their respective sub-components, like a monitor (to project visual output of the game) 
and speaker system (to project audio output of the game). Furthermore, Doom 3 introduces a 
multiplayer online component where the game can be played via a game server over the internet, 
with other players around the world. With this addition, the concurrency between Doom 3’s 
architecture components is even more vital and apparent. 

The Rendering System and Sound Engine would also work concurrently together. Both would 
produce the outcomes into the UI and Hardware components at the same time (Sound, Visuals 
happen CONCURRENTLY). This concurrency is especially important, as any discrepancy between these 
two components during execution will lead to an unacceptable user experience. Firstly, after all of the 
calculations for the projection of the next instant of the game has been completed and stored in the 
Game Data component, both the Sound Engine and Rendering System collect their respective input 
data simultaneously from the Game Data component. For the Sound Engine, the data would be 
composed of the background, effects, and interface sounds that were collected from their respective 
libraries in the Game Data. For the Rendering System, the amount of data collected is significant, and 
includes the lighting, shadowing, textures, animations, particles and the vectors of in game entities. 
After the collection of the data, both components simultaneously process the data and converts it 
into actionable, renderable external outputs. For the sound engine, this would be the actual audio 
that the users can hear. For the rendering system, this would be the on-screen visuals that the users 
can see, and for console Doom 3 versions, this would also include the vibrations of the user’s 
controllers. After these external outputs have been calculated, both components simultaneously send 
these outputs to the hardware components. 

Our second example of concurrency involves the majority of the Networking System 
Component and the majority of the Game Engine. During online play, these two major components 
must access, process, and output data simultaneously, while also keeping a constant link together. 
This is so because latency is a huge issue in online gaming, and if these two components cannot work 



together and execute their sub components simultaneously, the overall stability and even security of 
the game would be compromised. The calculations/ new data of the external outputs (Audio, Visual) 
made by the Game Engine must be transferred through the networking system and 
displayed/projected through the sender/receiver’s computers simultaneously. 

Design Alternatives 
As mentioned in our conceptual derivation process, we had considered several different architectural 
styles.  When first regarding the layout of the many different components of the game engine, as 
provided in the package, we considered the architecture to be a layered architecture.  A layered 
architecture would seem to fit the architectural style of game engines in general when looking at the 
hierarchy of each component and ordering them depending on abstraction.  As in general games and 
even more generic software systems, it is easy to see that an architecture can be created on the bases 
of abstraction: from common hardware components at the bottom, to system specific components at 
the top.  Certainly this was evident in the package provided and it was easy to devise a plan to 
integrate layering if there was already a blueprint to work with.  However, we came to the conclusion 
that we could not use a template of any sort before even initiating the ideation and critiquing cycle 
for our conceptual development process but we agreed that we would consider a layered architecture 
for our final concept.  When reiterating and revamping the conceptual architecture by piecing the 
components together in our derivation process, we also saw the possibility of a repository system. 
When negotiating about which components are dependent to what and what information/processes 
are sent to where, we could easily see that there was a complex central body of information which we 
clearly saw in our own concept as the “Game Data” (or database).  There was many dependencies to 
and from the game data component which made it evident that the flow of data was very active from 
this point.  After a long debate among group members, we decided that the repository system may be 
evident in our conceptual diagram, but it is not at all effective in a first-person shooter game.  The 
most obvious point that made a repository style not our final choice was that it was unable to easily 
distribute data (in this case, our game state data) and evolution of the system was expensive, which 
was something that id Software specifically avoided during development - id Software’s main purpose 
on Doom 3 was to revolutionize gaming by evolving from the Quake 3 game engine template. 

Conclusion and Lessons Learned 
Our Conceptual Architecture was based off of an Object-Oriented Architecture. As we started 

to build our architecture we came to the realization that the reference architecture we were using 
was similar to our developing Conceptual Architecture.  Both architectures were based on an OOP 
viewpoint and consisted of four main components: Game Engine, Game Data, Hardware and Network. 
 Here the game engine directly communicated and connected all the other major components and 
within the game engine the Control System was a key component for managing the flow of traffic. We 
also concluded that Doom 3 featured a very intense Network system and concurrent online game 
mode that had its own Client-Server Architecture and worked off a Peer-Peer Networking system that 
employed the concepts of a packet server to cut down on lag between players. Doom 3 has a well of 
highly documented source code and information on its architecture was easy to come by but it hard 
was hard to comprehend and transcribe so that it was easy to understand. A big help was the large 
community of dedicated programmers and developers that analyzed and shared their findings. 
 

Glossary (Data Dictionary) 
AI - Artificial Intelligence - The capability of software to mimic intelligent human behaviour 



Client Server - One of many types of architecture styles, client server focuses on servicing many 
clients that seek information from a     single server  
Packet Server - In Doom 3 a packet server is connected to one of the players in a game and elimiates 
the need for all players to have a low latency connection to all other players in the game 
Snapshots - Data packets transferred over a network. Snapshots carry vital information about current 
game state and all active entities,  
id Tech4 - A game engine developed by id Software for Doom 3 
Common System - System that starts/shuts down all other system 
Potentially Visible Set (PVS) - The current environment the player is experiencing including all active 
entities 
Peer-Peer Network - A form of network system that is used in multiplayer games 
UI - User Interface - Everything designed in an information device with which a human can interact 
with 
User DataGram Protocol - A designated way to send messages from the server to client and vice 
versa. Not the most secure method but the delivered messages are never corrupt  
Message Channel - Layer above the UDP that is involved in basic compression and converting 
messages to packets (Snapshots) 
Bit Message - Layer above the Message Channel heavily involved in compression/decompression and 
manipulation of data that is to be packaged. 
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